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Abstract

Genome mapping is an important problem in molecular biology. Maps are increasing
in complexity and growing at an exponential rate, and computational support is essen-
tial for building, storing, and accessing them. A key component in any data-intensive,
computational system is data representation. Maps capture the relationships between lo-
cations of genome objects, such as order, distance and containment. We have discov-
ered that defining location as a primitive element of maps leads to a map representation
which is useful for modeling current genome maps.

We present a series of map models which incorporate location, order, containment,
distance, and overlap. These map models are built on a graph-theoretic foundation, and
we show how the genome objects which are contained in a map can be represented us-
ing the same graph representation. The map models may be used to represent
cytogenetic, genetic linkage, physical or sequence maps and have application to newer
mapping strategies, such as binning.

For oral or poster presentation.
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1.  Introduction

Location information in genome maps is difficult to represent. Locations of genes, markers,
bands, introns, exons, start sites, binding sites, and known sequences on a chromosome must be
stored as well as the relationships between these locations. Exact relationships between locations
are rarely known, and complications such as chromosomal deletions and rearrangements, point
mutations, alternative splicing, jumping genes, and the 3-dimensional structure of DNA limit the
usefulness of simple representations of genomic location.

One current method of representing location information is as an interval on the real number
line, for example ranging from -1 to +1 with 0 at the centromere. This representations is too limit-
ed. The real number interval attempts to combine both order and distance information in the same
representation. This does not allow unknown, inconsistent, or ambiguous orders to be combined
with unknown or fuzzy distances. The real number interval also insists on a total, dense (compact)
order of locations and cannot model the hierarchical structure of bands, operons, genes, and in-
trons or any uncertainty in distance or order information. We show that representing maps as
graphs of locations allows for partial orders, hierarchical organization, and order ambiguity.

1.1  Genome Mapping

Genome mapping is determining the relationships between the locations of a collection of ge-
nome objects. Genome maps are used in the search for the location of genes, often those which are
associated with a genetic disease of unknown origin. Finding the location of a gene may lead to
the discovery of a protein (or proteins) whose defect or effect is responsible for the disease. This
discovery can lead to a possible treatment or cure for the disease.

The Human Genome Project (and other similar projects) are spending considerable resources to
develop genome maps. One type of map is a framework (or index) map which contains markers
interspersed through the genome. Markers have a physical location on a chromosome which can
be identified by some laboratory procedure or whose pattern of inheritance can be followed and
allow researchers to use genetic linkage analysis to narrow down the region in which a gene oc-
curs. For example, MIT has developed a framework map with over 5000 markers for human and
over 6000 markers for mouse [Goodman 1995]. The framework maps narrow down the search for
a gene to a region of the chromosome where physical maps may exist. Physical maps provide re-
searchers with clones containing the DNA of interest. Physical mapping strategies narrow down
the search to a region whose sequence can be examined to obtain the sequence of the gene of in-
terest. These framework, physical and sequence maps from various sources must be integrated
with maps generated by other labs, with the tens of thousands of loci in the Genome Data Base,
and the various libraries of YACs, cosmids, and cDNAs being generated by rapidly expanding
laboratories to produce an accurate description of current knowledge.

1.2  Map Representation

Computational support is essential for building, storing and accessing large maps, and some ef-
fort has gone into discovering an appropriate representation for maps. Guidi [1993] reviews earli-
er work on map representations. A map is an ordering of map items where each map item is either
a genome object or a map [Honda 1993]. A map has a local orientation [Letovsky 1992] and may
be augmented with distance relationships [Graves 1993]. The ordering must be at least a partial
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order [Guidi 1993], which is sufficient to represent non-overlapping markers [Graves 1993] or the
endpoints of intervals [Freska 1992]. Allen [1983] presented 13 base relations on intervals which
model order, Lee [1993] showed how they can be used for inferring physical maps, and Cui
[1994] showed that the 13 base relations can be modeled in terms of two relations “connected-
ness” and “before”. The foundation of connectedness is a region, which appears to be a good for-
malization of an abstract map location. This abstraction allows maps to be represented separately
from the items which are being mapped.

Our map representation combines the recursive nature of maps [Honda 1993], primitive regions
as the basis for order, and the representation of distance and order relations as graph structures
[Graves 1993]. We interpret the primitive regions as abstract locations and define graphs of loca-
tions to be the foundation for maps. We extend graphs to incorporate encapsulated subgraphs as
nodes in a graph which captures the recursive nature of maps. Relationships between map loca-
tions, such as order, distance, overlap and containment, may also be represented as edges within
the graph. We also show how the interval relationships may be modeled on top of our map repre-
sentation.

1.3  Graph Data Structure

Genome maps can be represented by defining each map as a graph. Our graph representation is
based on feature structures [Kasper 1986], -types [Ait-Kaci 1984], conceptual graphs [Sowa
1984], and terminological description logics [Nebel 1990] which are representation formalisms
used in computational linguistics. The representations developed for capturing natural language
are typically the most expressive, and they are flexible enough to represent a variety of domains.
We have tailored our graph representation to capture genome data.

Graphs are defined in graph theory as a collection of vertices and edges . Maps are
defined by extending the mathematical definition of a graph in several ways, which are presented
in the body of the paper. However, to provide computational support it is also important to de-
scribe a data structure for graphs which can be used to build mapping applications and databases.

There are four data types in our graph data structure: graphs, vertices, edges, labels. A graph is
a collection of vertices, edges and labels where:

• Vertices are the nodes of the graph and model locations, genome objects, or map items in a
map.

• Edges connect two vertices. There can be multiple edges between two vertices with differ-
ent labels.

• Labels on the edges define the type of relation which holds between the two vertices.
Thus, an edge is a relation between two vertices and one label.

Operators are needed for defining graphs, updating graphs, and querying against graphs:
1. Create a new, empty graph.
2. Add a new node to a graph.
3. Add a new label with a specific name to a graph.
4. Add a new edge with a given label, source vertex and destination vertex to a graph.
5. Retrieve a label from a graph given its name.
6. Retrieve an edge from a graph given some (or all) of its components -- label, source ver-

tex, edge vertex. Thus, edge retrieval is actually a family of  operators.
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 In a graph data structure, these operators access and manipulate graphs. Although more opera-
tors may be defined, such as those discussed in [Graves 1995], these simple operators suffice for
this data structure.

2.  Map Modeling

Because different mapping applications have differing needs, we present a series of five map
models to introduce (1) location and order, (2) map items which represent the characteristics of
genome objects, (3) submaps, (4) distance, (5) overlap.

2.1  Map Model 1

The first map model is based on the notion of a “map location” as an undefined, primitive ab-
straction. Location is a fundamental construct in genome maps and is defined as a primitive like
points and lines are defined as primitives in geometry. A map location has no specific extent or di-
mension. By not specifying the dimension, locations can be used to capture the concepts typically
modeled as a point, interval, or region. It is important that the undefined primitive be able to ex-
press these concepts because they have been shown useful in earlier work on map representation.
From a more biological point of view, a location may be interpreted as any DNA segment (or
polymer), such as a base pair, sequence, or chromosome. In some applications, it may be more
useful to interpret a location as the space between base pairs. Locations are defined as nodes in a
graph.

Order information can be included in the map model by adding the relation “before”. This de-
scribes an arbitrary order which is local to the map. The “before” relation captures the notion of
predecessor, follows, or partial order, which is used in other map representations. Within this map
model, there are no constraints on how the relations co-exist; those would be added later. The “be-
fore” relation is defined as an edge label. The edges contain the order information. Some example
maps are:

Map Model 1 is primarily a theoretical convenience. It captures the essential components of a
map, but does not support practical applications because it does not cleanly include genome ob-
jects. However, a system which supported this map model might be useful as a component of an
existing system. It captures the order information which some systems model using real numbers,
and an explicit representation of location could replace the use of real numbers. For example,
SIGMA [Cinkosky 1992] is a physical map drawing tool which already uses a binary representa-
tion for its data representation, but its “element”, “length”, and “distance” components refer to
numbers. Those references could be replaced with references to map location identifiers. The data
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file could then be augmented to contain a linear order of the location identifiers. This would sim-
plify the addition of new map elements into the data file.

2.2  Map Model 2

The first extension to Map Model 1 is to add information about the genome objects contained in
the map, such as genes, STSs and polymorphic markers. We represent each object as a “map item”
[Honda 1993]. A map item is a node in the graph and is described in terms of its characteristics.
Map item characteristics include information such as name and vector. Characteristics capture
some of the information represented in some databases as features [Cinkosky 1995] or annota-
tions.

To connect the map items with the map locations, another edge label is needed called “loca-
tion”. Each map item has a location on the map, and the “location” edge connects the map item
with its location. Nodes in a graph are either locations or map items. Edge labels are either “be-
fore”, a characteristic, or “location”. Edges represent (1) order of locations, (2) characteristics of
map items, or (3) the association of a map item with its location.

It is also useful to add some form of strings (or symbols) to the graph. These are labels on spe-
cially designated nodes. The primary use of strings is to give the name of a map item which has an
external designator in the literature or laboratory environment.

An example map is:

Map Model 2 can be used directly to describe cytogenetic and genetic linkage maps. Map items
can be defined as bands, breakpoints, fragile sites, genes, markers, and STSs.

The map model may also be simplified to fit within a more traditional programming language
environment. Rather than explicitly representing map item characteristics as a graph, they could
be incorporated in a separate data structure within an application. Three reasonable data structures
are “structures” which are available in the programming languages C or Common Lisp, associa-
tive arrays which are available in Unix programming languages such as perl or Tcl, or objects in
an object-oriented programming language. In this modified approach, the programming language
structures might contain a reference to the map location effectively reducing the map model to
Map Model 1.

2.3  Map Model 3

Containment is another important aspect of mapping. Maps contain map items. One way to add
containment would be to create another relation called “contain”. However, all maps would then
be contained within the same graph. In addition, containment has an acyclic structure which
would have to be enforced by additional constraints. Because it is useful to manipulate maps as
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another level of abstraction, we define maps recursively to contain map items and other maps.
Thus, containment is an intrinsic property of a map.

To summarize, a map consists of:
• a set of locations (nodes)
• a set of map items (nodes)
• the relations “before” and “location” (edge labels)
• a set of characteristics (edge labels)
• a set containing map items with values for their characteristics (edges)
• symbols (nodes with strings as labels)
• a set of maps (nodes which refer to other maps)
This definition defines a hierarchy of maps. Should the maps require a directed, acyclic graph

structure, a mechanism to define equality over maps can be defined. (Giving maps an unique iden-
tifier is one quick way of doing that.)

Map Model 3 captures the information contained in finished cytogenetic, genetic linkage, phys-
ical and sequence maps and it can represent the relationship between them. It is not as useful for
building genetic linkage or physical maps because it does not contain enough information about
the relationships between locations; Map Model 4 and 5 alleviate this limitation for genetic link-
age and physical maps, respectively. However, Map Model 3 is sufficient to represent the basic in-
formation of published maps, such as the kind stored in GDB.

2.4  Map Model 4

An additional construct important in some maps is the distance on the chromosome separating
map items. It is important to represent distance in map models, too. Distance is a tertiary relation
between two map items and a value and can be represented by decomposing the tertiary relation
into a node which is the source node of three binary relations: “map item 1”, “map item 2”, and
“value”. However, a distance is rarely known exactly, but can usually only be estimated. Thus, a
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distance relationship can be described more accurately as a relation between two map items and a
set of estimates on the distance. This can be represented as a graph:

A graph representation for distance estimates is described in [Graves 1993].
Map Model 4 can be use to represent or build genetic linkage maps. Order and distance infor-

mation are needed for using genetic linkage maps, and the hierarchical organization of submaps
simplifies building linkage maps. Genetic linkage maps are built from analysis of a small, fixed
number of markers (often 4-7). These small maps are combined to build larger maps, and it is use-
ful to represent both within the same data structure.

2.5  Map Model 5

An important concept in map integration and physical mapping is overlap of map items. Cui
[1994] showed how map order can be derived from the notion of “connectedness” in spatial logic.
Cui’s regions form a theoretical foundation for location, so here we can use connection to directly
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represent overlap. One direct use of overlap in physical mapping is hybridization experiments for
contig building. A hybridization between a cosmid and two YACs can be diagrammed:

Map Model 5 can be used to store or analyze the relationships in physical maps. Additional in-
formation may be inferred from sequences of “connects” relations which are useful in expanding
the size of a physical maps to include a larger region of the chromosome. The distance relation of
Map Model 4 is not required for many applications but is useful, for example, in reconciling phys-
ical maps with sequence data.

3.  Application

The map models may be used directly as the data model for a genome mapping database, as the
basis for object definitions in a data-intensive system, or as the basis for further development. Two
applications for our map models are to support a traditional interval map or to develop support for
binning, which we describe below. Two other applications are to support annotations, which can
also be considered a type of map item, or cross-species similarity. Annotations augment a region
of DNA with features defined by a biologist. Thus, each annotation also has a location which can
be connected to locations in a sequence map. Additional relations can be added for cross-species
similarity to capture homology and synteny.

3.1  Interval Model

Although Map Model 1 is only a theoretical foundation upon which other map models will be
built, it is capable of expressing the relationships of Allen’s interval logic [1983]. Interval logic
has been used as the foundation of other map representations, and it is useful to show how interval
relations can be modeled in Map Model 1.
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An interval consists of a pair of locations which are its left end point and right end point. The
interval relations are expressed in terms of the “before” relation on the endpoints.

The remaining interval relations may be defined similarly.

3.2  Binning

Binning is a strategy in developing physical maps which is growing in popularity. Bins are cre-
ated from the overlap of clones. Each bin contains probes which hybridize to the set of targets de-
scribed by the overlapping clones. This strategy allows for incremental development of fine
grained maps when provided with a coarse grained one. For example, cosmid bins can be created
on a YAC contig or plasmid bins can be created on a cosmid contig:

Binning can be incorporated directly into Map Model 3. Each bin is a map with no order infor-
mation. This approach also supports the incremental development of maps, because order infor-
mation can be supplied to bins as it is experimentally derived.
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4.  Tools to Support Mapping

We have developed three tools of varying robustness and scale which support the graph data
structure needed for these map models. They are implemented in Common Lisp, Smalltalk/Gem-
stone, and Unix C-Shell Script Language. On top of the database which stores data in the graph
data structure, we have developed tools in Tcl/Tk to provide a graphical user interface to maps.

Currently at Baylor College of Medicine, we have multiple systems which store mapping data
using the constructs described in the map models, but none store the location separately. It is be-
cause of the limitations of existing representations that the map models presented here were de-
veloped. We are in the process of refining some existing systems to explicitly represent map
location and are developing other tools which perform tasks which would be difficult without the
features of the representation presented here.

One tool under development is a drawing program for publishing maps. Though it is possible to
insert or delete map items using a more traditional data structure, the deletion and insertion of lo-
cations in a linear map is trivial using an explicit representation of map location. Another advan-
tage of a separate representation for map location is that it may be translated directly to a position
on a graphical user interface (GUI). Using common GUI design techniques, the graphical inter-
face can be automatically updated when location information is changed in the database. This re-
moves the requirement of an additional data flow, again simplifying development.

Another tool which is in the design stage is support for binning. Binning is too difficult a task to
support without an explicit representation of map location. Representing hierarchical physical
maps of varying completeness is difficult using current representations for maps. Building one
map using the order information of another map which may have error rates as high as 30%, with-
out complex, direct manipulation of map locations is not feasible given reasonable resources.

5.  Conclusion

Genome mapping requires computational support built upon appropriate representations for
maps. Although new types of genome maps may soon be discovered, the most appropriate repre-
sentation for current genome maps seems to be a graph of primitive map locations. We have found
that:

1. Representing map location is important for genome map representation.
2. Genome maps are graphs of locations.
Defining location as a primitive simplifies genome mapping by removing the impossible task of

precisely defining what a location means to biologists.
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